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Introduction

Nowadays most of the real services are supported by the World Wide Web, since it provides an easy way for the end user to get his services, and made it easier for the provider of the services to control them.
From this fact we decided to build our site "World Travel" to provide traveling services around the world, the traveling services include online car rent service, flight tickets service, hotel reservation service. Also we provide the dynamic administration services and accounts for the companies as well as the site administrator services and accounts; each of these parts has its own profile, permissions, services and data as described in the following section.

Site map:

In this section we will talk about the whole structure of the site in brief, we will take a quick look at each part of it, and in the next sections we will go deep in each one alone.

The site map consist of tow main parts the customer services and the administrator services. The next figure will describe the customer services which we will start talking about.
The customer services consist of three parts:

1. The Hotels part.

2. The Car companies part.

3. The Airline companies part.
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= Chapter 7: Migrating Oracle Databases to SQL Server 2000

Handling Deadlocks

A deadlock occurs when one process locks a resource needed by another process, and the second
process locks & page the first process needs. SQL Server automatically detects and resolves
deadlocks. I a deadlock is found, the server terminates the user process that has completed the
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After every data modification, your program code should check for message number 1205, which
indicates a deadlock. If this message number is returned, a deadlock has occurred and the
transaction was rolled back. In this situation, your application must restart the transaction.

Deadlocks can usually be avoided by using a few simple techniques

o Access tables in the same order in all parts of your application
o Use a dustered index on every table to force an explicit row ordering

o Keep transactions short.

For more information, search for the Microsoft Knowledge Base article "Detecting and Avoiding
Deadlocks in Microsoft SQL Server” at this Microsoft Web site





In the hotels part the customer can search for a room to reserve it, if the customer knows the name of the hotel in which he want to reserve the room he can enter it directly to the form else he can use the flexible way that the site give him to choose his best Hotel .after he choose the room and decide his time the site will search for him and return to him all the details about his request then he can either accept it or refuse it and change his request. If he accepts the request he will fill the information form that requests him to enter his private data and his credit card data to be used for paying to his request.

In the second part the car companies part the customer can search for a car to rent it, by using the flexible way that the site give him to choose his best car type from the available companies in the location which he want .after he 
Chooses the car and decide his time the site will search for him and return to him all the details about his request then he can either accept it or refuse it and change his request. If he accepts the request he will fill the information form that requests him to enter his private data and his credit card data to be used for paying to his request.



We will know look at the second main part of the site map which is the Administrator part, it consists of four parts as shown in the next figure:

1. The Site Administrator part.

2. The Hotel Administrator part.

3. The Car companies Administrator part
4. The Airline companies Administrator part.
The site administrator will have three main jobs, first one he will be responsible to create each new account for any company want to enter the site and he will fill all the information about it to be stored in the database. His second job is to configure the companies' database, this mean that he can stop any company account or even change its proprieties. his last job is to monitor the database of the customers.

The hotel administrator will have also three main jobs, first one he will be responsible to add new rooms to his hotel and he will fill all the information about it to be stored in the database. His second job is to configure the hotel room's 
properties, this mean that he can stop the activation of any room and he can see 
all the information about any room by specifying one of its properties, in this part he also can see all the customer who reserve rooms in his hotel. In his last job he administrator of the hotel can reserve any room from his hotel for those customers that come directly to the hotel.

The car company administrator will have also three main jobs, first one he will be responsible to add new cars to his company site and he will fill all the information about it to be stored in the database. His second job is to configure the car properties, this mean that he can stop the activation of any car and he can see all the information about any car by specifying one of its properties, in this part he also can see all the customer who rent cars in his company. In his last job he administrator of the car company can rent any car from his company for those customers that come directly to the company.

The flight company administrator will also have three main jobs, first one he will be responsible to add new flights to his company site and he will fill all the information about it to be stored in the database. His second job is to configure the flight properties, this mean he can see all the information about any flight by specifying its number, in this part he also can see all the customer in any flight. In his last job he administrator of the flight company can add any customer to any flight from his company flights for those customers that come directly to the company.

Database Design:

Our site data base consist of many tables and relations between them, while designing them we take in consideration all the normalization rules and try to have best design. The following figure shows the database schema.
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Figure 1: Data Base Schema
The main table is the Person table that stores the information about all the customers who visit the site and reserve any hotel or car or any flight. this table have relations with the reservation table which belong to the hotel part. Also the person table has a relation with the rented table which stores the rented cars and the persons who rent them. And also the person table has a relation with the flightinfo table that stores the flight no. and the persons on that flight.

The Hotel part consist of three tables, the first table is the Hotels table that stores the hotel id and name and location of each hotel belongs to our site this table will have a relation with the Rooms table which stores all the rooms that belong to the hotels which stored in the Hotel table. The Rooms table stores all the properties for each room and to whom hotel it belong. 

The last table of this part is the Reservation table which stores the reserved rooms and the person id for the person who reserve it also it stores the period of time which the room will be reserved in. and this table will have a relation with the Person table and the Rooms table.

The Car companies part consist of three tables, first table is the Car Companies table that stores the company id and name and location for each company belongs to our site this table will have a relation with the Cars table which stores all the Cars that belong to the companies which stored in the Car Companies table. The Cars table stores all the properties for each Car and to which company it belongs.

The last table of this part is the Rented table which stores the rented cars and the person id for the person who rent it also it stores the period of time which the car will be rented in. and this table will have a relation with the Person table and the Cars table.

The last part is the Airline companies part which consist of three tables, first table is the Airline Companies table that stores the company id and its properties for each company belongs to our site this table will have a relation with the Flight table which stores all the flights that belong to the companies which stored in the Airline Companies table. The Flights table stores all the properties for each flight and to which company it belongs.

The last table of this part is the FlightInfo table which stores the Person id and the flight id for the flight which he will use. And this table will have a relation with the Person table and the Flights table.

In the Database schema we can see the User Accounts which stores the account for each company and its password also it stores the company type and Id.

Also we can see the Credit Card table which stores the credit card numbers and the balance for each card also it stores the other properties for each Card in which we will use to verify that the person who own this card can pay online. 

Site Structure:

The whole structure of the site divided into two main parts the customer services and the Administrator part each part has a home page.

The next figure shows the Customer services home page .the user can use it to enter to the customer services which is hotel services, Flight services and Cars services, by selecting them from the links appears in the home page.
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Figure 2: Home page
The next figure shows the Administrator services home page .the administrator can use it to enter to its home page, by entering his own account name and password and then click the login button appears in the Administrator Services home page.
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Figure 3: administrators log in home page
Customer Services:

As we mentioned in the site map section this part consist of three major parts 

1. The Hotels part.

2. The Car companies part.

3. The Airline companies part.

The Hotels Part

The user can enter this part from the Home page of the Customer Services.  The next figure shows the main page of the Hotels part.
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Figure 4: Hotel Page

As shown the user can enter the name Country and city for the hotel which he want to reserve in, however if he do not know his choice he can use another page to select the hotel by a flexible way he can click the search for hotel button shown in the Hotel main page, and this will lead him to the next figure. 
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Figure 5: Dynamic Search for Hotel Page
The user can use this page to search for a hotel by select one of its properties, as shown he can search for the hotel by:

1. The Hotel Country.

2. The Hotel City.

3. The Hotel Name.

4. The Hotel Rate.

Then he can select the Hotel from the list which the site provides to him by click the select link beside each hotel. And this will return him to the Hotel main page.

Now the user must choose the type of the room either single, double or suite then he must specify the In date and the Out date.

If he determines all previous data he can click the Find button that appears in the Hotel main page so the site will search for the customer for his request and then return for him the response for his request.

The next figure shows the Request Review page in which the user can see all the information about the room which the site provides for him.
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Figure 6: Request Review Hotel
The customer will review his request and determine if it is suitable for him if so he will go to next step else he can return to previous one.

The next and last step is to fill all the information about the customer and his credit card information's also to use it to verify that he can pay online. Next figure shows the Credit Card and customer private information page.
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Figure 7: Formal Credit Card Form
If all the credit card information correct and the customer have a balance that can pay for his request he the site will reserve the room for him. Else then customer wont complete his reservation process.

The Car Companies Part

The user can enter this part from the Home page of the Customer Services.  The next figure shows the main page of the Cars part.
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Figure 8: Car Rent page
The customer can use this page to select the Company location and name also he can select the type pf the car by a flexible way, also he must determine the period in which he want to reserve the car in. Then he can click the Find button shown in the Cars main page, and this will lead him to the next figure. 
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Figure 9: Rent a Car Request review
The previous figure shows the Request Review page in which the user can see all the information about the car which the site provides for him.

The customer will review his request and determine if it is suitable for him if so he will go to next step else he can return to previous one.

The next and last step is to fill all the information about the customer and his credit card information's also to use it to verify that he can pay online. Next figure shows the Credit Card and customer private information page.
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Figure 10: Credit Card Filling Form
If all the credit card information correct and the customer have a balance that can pay for his request he the site will rent the car for him. Else then customer wont complete his reservation process.

The Airline Companies Part

The user can enter this part from the Home page of the Customer Services.  The next figure shows the main page of the Airline Companies part.
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Figure 11: Airline Ticket Select page.
The customer can use this page to select the either one way ticket or round trip one, then he must select the arrival city and the destination city also he must determine the date of the trip. Then he can click the Find button shown in the Airline main page, and this will lead him to the next figure. 
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Figure 12: Search Results Page
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Figure 13: Select Flights Results 

Then he can select the flight from the list which the site provides to him by click the select link beside each flight. If he determines all previous data he can click the Next button that appears in the Airline main page.

The next figure shows the Request Review page in which the user can see all the information about his trip which the site provides for him.
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Figure 14: Request Review Airline

The customer will review his request and determine if it is suitable for him if so he will go to next step else he can return to previous one.

The next and last step is to fill all the information about the customer and his credit card information's also to use it to verify that he can pay online. Next figure shows the Credit Card and customer private information page.
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Figure 15: Credit Card Filling Form
If all the credit card information correct and the customer have a balance that can pay for his request he the site will add him to the flight table. Else the customer  wont complete his reservation process.

Administrator Services: 

This section belongs to the companies' owners and the site owner. They can use their accounts to configure the properties of there cars or rooms or flights.

There are four main sections of this part each part belong to the type of the administrator either it is:

1. The Site Administrator part.

2. The Hotel Administrator part.

3. The Car companies Administrator part.

4. The Airline companies Administrator part.

Site Administrator:

The administrator can enter this section from the home page of the administrator services, by entering his user name account and password.
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Figure 16: Log in page
The site administrator will have three main jobs and fro each job he will have a page for it

First job is to add new accounts to the site. This mean if any new company want to join the site it must call the administrator first to add it to the database and give him his user name account and password.

Next figure shows the page in which the administrator can add new accounts
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Figure 17 Site Administrator - Add Account  
As shown in the previous figure the administrator must select the type of the new account if it is Car Company, or Airline Company or new Hotel. Then he will fill the information and properties about each account and then click add button to add the new account. 

The second job of the site administrator is to change and configure the properties of the accounts that are stored in the site database. The next figure shows the page in which the administrator uses to do the configuration job.

[image: image19.png]©Hotels
O Car Companies
OFiight Companies

O Users Accounts

HotellD

HotelName

city

Country

Rating[Series

[Active





Figure 18 Site Administrator - Administrator configuration


In this page the administrator first select the table in which he want to configure either the Car companies table or the Airline companies table or the Hotels table or the User accounts table. Then he can edit any cell of these tables and change the property of this cell and then make the update request.

Also the site administrator can prevent and stop any company account by stop its activation property and change it from Yes to NO. this may be due to many different reasons the administrator decide upon them that this account must be stoped and the next figure shows this ability.
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Figure 19 Site Administrator - Available Accounts
The third and last job for the site administrator is to monitor the database of the site. He can watch all the persons who use this site and their information. Next figure shows this facility.
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Figure 19 Site Administrator – customer's information
Hotel Administrator:

The hotel administrator can enter this section from the home page of the administrator services, by entering his user name account and password.
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Figure 20: Hotel Administrator – home page
The Hotel administrator will have three main jobs and fro each job he will have a page for it.
First job is to add new rooms to his hotel database. This mean if any new hotel joins the site it must add the rooms belongs for their hotel. Next figure shows the page in which the administrator can add new rooms.
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Figure 21: Hotel Administrator – Add Rooms page
As shown in the previous figure the administrator must select the type of the new room if it is single double or suite. Then he will fill the information and properties about each room and then click add button to add the new room. 

The second job of the Hotel administrator is to change and configure the properties of the rooms that are stored in the site database. The next figure shows the page in which the administrator uses to do the configuration job.
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Figure 22: Hotel Administrator –  Administrator configuration – Find/Edit By ID
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Figure 23: Hotel Administrator –  Administrator configuration – Find/Edit By Type

In this page the hotel administrator first select the room in which he wants to configure either by its type or by id or by price. Then he can edit any cell of these tables and change the property of this cell and then make the update request.

The Hotel administrator also can also look to all the persons who reserve rooms in their hotel, but he cant change any information about them.

Also the Hotel administrator can prevent and stop anyone from reserving any room by stop its availability property and change it from Yes to NO. This may be due to many different reasons the administrator decide upon them that this rooms must be stopped and the next figure shows this ability.
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Figure 24: Hotel Administrator configuration – Available Rooms
The third and last job for the Hotel administrator is to reserve any room from his hotel for those customers that come directly to the hotel. And he must enter the information of the new customer after the customer agrees to reserve a room. The next figure shows this page. 
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Figure 25: Hotel Administrator Configuration – Reserve Room For Customer
Car Companies Administrator:

The Car company administrator can enter this section from the home page of the administrator services, by entering his user name account and password.
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Figure 26: Car Rental Administrator – home page
The Car company administrator will have three main jobs and fro each job he will have a page for it

First job is to add new cars to his company database. This mean if any new Car company joins the site it must add the cars belongs for their company. Next figure shows the page in which the administrator can add new cars.
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Figure 27: Car Rental Administrator – Add a car
As shown in the previous figure the administrator must select the type of the new car if it is Mini Jeep or other type. Then he will fill the information and properties about each car and then click add button to add the new car.

The second job of the Car company administrator is to change and configure the properties of the cars that are stored in the site database. The next figure shows the page in which the administrator uses to do the configuration job.
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 Figure 28: Car Rental Administrator – Find/Edit
In this page the Car company administrator first select the car in which he wants to configure either by its type or by id or by price. Then he can edit any cell of these tables and change the property of this cell and then make the update request.

The Car company administrator also can also look to all the persons who rent cars in their hotel, but he cant change any information about them.

Also the Car company administrator can prevent and stop anyone from reserve any car by stop its availability property and change it from Yes to NO. This may be due to many different reasons the administrator decide upon them that this cars must be stoped and the next figure shows this ability.
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Figure 29: Car Rental Administrator – Available cars - Edit
The third and last job for the Car company administrator is to rent any car from his company for those customers that come directly to the company. And he must enter the information of the new customer after the customer agrees to rent a car. The next figure shows this page. 
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Figure 30: Car Rental Administrator – Reserve Car for Customer
Airline Companies Administrator:

The Airline company administrator can enter this section from the home page of the administrator services, by entering his user name account and password.
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Figure 31: Air Travel Administrator – Home page

The Airline company administrator will have three main jobs and fro each job he will have a page for it

First job is to add new flights to his company database. This mean if any new Airline company joins the site it must add the flights belongs for their company. Next figure shows the page in which the administrator can add new flight.
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Figure 32: Air Travel Administrator – Add Flights

As shown in the previous figure the administrator must enter the city which the flight will start from and where will be its destination city. Then he will fill the information and properties about each car and then click add button to add the new flight.

The second job of the Airline company administrator is to change and configure the properties of the flights that are stored in the site database. The next figure shows the page in which the administrator uses to do the configuration job.
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Figure 33: Air Travel Administrator – Find by Dep. City, Arrival City, and Flight ID
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Figure 34: Air Travel Administrator – Flight Passengers 
In this page the Airline company administrator first select the flight in which he wants to configure by its Flight Id. Then he can edit any cell of these tables and change the property of this cell and then make the update request.

The Airline company administrator also can also look to all the persons who join any flight in their company, but he cant change any information about them.

The third and last job for the Airline company administrator is to add any customer to the flights that belong to his company for those customers that come directly to the company. And he must enter the information of the new customer after the customer agrees to join the flight. The next figure shows this page. 
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Figure 34: Air Travel Administrator – Join to a Flight
Tools:
In our project we use many tools to help us to implement the concept of our project and to change it from pure concept in our minds into practical software. 

We try to choose the most efficient and modern tools. So we take an overview about most of used and available tools in our country and then we found that these tools maybe the best and the strongest of all 

Our tool consist of three major parts
1. Programming Tools

· Microsoft Visual Studio 2003 

· ASP.NET

· C# Language

2. Data Base Tools

· Microsoft SQL Server 2000

· ADO.NET
3. Web Server and Security

· Internet Information Services (IIS)

· Secure Sockets Layer (SSL)

     4.  Design Tools

· Adobe Photoshop 7.0
· Adobe Image Ready
· CorelDraw 12
Next sections will give a look at most of these tools and their features.

Introduction to ASP.NET

ASP.NET is more than the next version of Active Server Pages (ASP); it is a unified Web development platform that provides the services necessary for developers to build enterprise-class Web applications. While ASP.NET is largely syntax compatible with ASP, it also provides a new programming model and infrastructure for more secure, scalable, and stable applications. You can feel free to augment your existing ASP applications by incrementally adding ASP.NET functionality to them.

ASP.NET is a compiled, .NET-based environment; you can author applications in any .NET compatible language, including Visual Basic .NET, C#, and JScript .NET. Additionally, the entire .NET Framework is available to any ASP.NET application. Developers can easily access the benefits of these technologies, which include the managed common language runtime environment, type safety, inheritance, and so on.

ASP.NET has been designed to work seamlessly with WYSIWYG HTML editors and other programming tools, including Microsoft Visual Studio .NET. Not only does this make Web development easier, but it also provides all the benefits that these tools have to offer, including a GUI that developers can use to drop server controls onto a Web page and fully integrated debugging support.

Developers can use Web Forms or XML Web services when creating an ASP.NET application, or combine these in any way they see fit. Each is supported by the same infrastructure that allows you to use authentication schemes, cache frequently used data, or customize your application's configuration, to name only a few possibilities. 

· Web Forms allow you to build powerful forms-based Web pages. When building these pages, you can use ASP.NET server controls to create common UI elements, and program them for common tasks. These controls allow you to rapidly build a Web Form out of reusable built-in or custom components, simplifying the code of a page. For more information, see Web Forms Pages. For information on how to develop ASP.NET server controls, see Developing ASP.NET Server Controls. 

· An XML Web service provides the means to access server functionality remotely. Using XML Web services, businesses can expose programmatic interfaces to their data or business logic, which in turn can be obtained and manipulated by client and server applications. XML Web services enable the exchange of data in client-server or server-server scenarios, using standards like HTTP and XML messaging to move data across firewalls. XML Web services are not tied to a particular component technology or object-calling convention. As a result, programs written in any language, using any component model, and running on any operating system can access XML Web services. For more information, see XML Web Services Created Using ASP.NET and XML Web Service Clients. 

Each of these models can take full advantage of all ASP.NET features, as well as the power of the .NET Framework and .NET Framework common language runtime. These features and how you can use them are outlined as follows: 

· If you have ASP development skills, the new ASP.NET programming model will seem very familiar to you. However, the ASP.NET object model has changed significantly from ASP, making it more structured and object-oriented. Unfortunately this means that ASP.NET is not fully backward compatible; almost all existing ASP pages will have to be modified to some extent in order to run under ASP.NET. In addition, major changes to Visual Basic .NET mean that existing ASP pages written with Visual Basic Scripting Edition typically will not port directly to ASP.NET. In most cases, though, the necessary changes will involve only a few lines of code. For more information, see Migrating from ASP to ASP.NET. 

· Accessing databases from ASP.NET applications is an often-used technique for displaying data to Web site visitors. ASP.NET makes it easier than ever to access databases for this purpose. It also allows you to manage the database from your code. For more information, see Accessing Data with ASP.NET. 

· ASP.NET provides a simple model that enables Web developers to write logic that runs at the application level. Developers can write this code in the Global.asax text file or in a compiled class deployed as an assembly. This logic can include application-level events, but developers can easily extend this model to suit the needs of their Web application. For more information, see ASP.NET Applications. 

· ASP.NET provides easy-to-use application and session-state facilities that are familiar to ASP developers and are readily compatible with all other .NET Framework APIs. For more information, see ASP.NET State Management. 

· For advanced developers who want to use APIs as powerful as the ISAPI programming interfaces that were included with previous versions of ASP, ASP.NET offers the IHttpHandler and IHttpModule interfaces. Implementing the IHttpHandler interface gives you a means of interacting with the low-level request and response services of the IIS Web server and provides functionality much like ISAPI extensions, but with a simpler programming model. Implementing the IHttpModule interface allows you to include custom events that participate in every request made to your application. For more information, see HTTP Runtime Support. 

· ASP.NET takes advantage of performance enhancements found in the .NET Framework and common language runtime. Additionally, it has been designed to offer significant performance improvements over ASP and other Web development platforms. All ASP.NET code is compiled, rather than interpreted, which allows early binding, strong typing, and just-in-time (JIT) compilation to native code, to name only a few of its benefits. ASP.NET is also easily factorable, meaning that developers can remove modules (a session module, for instance) that are not relevant to the application they are developing. ASP.NET also provides extensive caching services (both built-in services and caching APIs). ASP.NET also ships with performance counters that developers and system administrators can monitor to test new applications and gather metrics on existing applications. For more information, see ASP.NET Caching Features and ASP.NET Optimization. 

· Writing custom debug statements to your Web page can help immensely in troubleshooting your application's code. However, they can cause embarrassment if they are not removed. The problem is that removing the debug statements from your pages when your application is ready to be ported to a production server can require significant effort. ASP.NET offers the TraceContext class, which allows you to write custom debug statements to your pages as you develop them. They appear only when you have enabled tracing for a page or entire application. Enabling tracing also appends details about a request to the page, or, if you so specify, to a custom trace viewer that is stored in the root directory of your application. For more information, see ASP.NET Trace. 

· The .NET Framework and ASP.NET provide default authorization and authentication schemes for Web applications. You can easily remove, add to, or replace these schemes, depending upon the needs of your application. For more information, see Securing ASP.NET Web Applications. 

· ASP.NET configuration settings are stored in XML-based files, which are human readable and writable. Each of your applications can have a distinct configuration file and you can extend the configuration scheme to suit your requirements. For more information, see ASP.NET Configuration. 

· Applications are said to be running side by side when they are installed on the same computer but use different versions of the .NET Framework. To learn how to use different versions of ASP.NET for separate applications on your server, see Side-by-Side Support in ASP.NET. 

· IIS 6.0 uses a new process model called worker process isolation mode, which is different from the process model used in previous versions of IIS. ASP.NET uses this process model by default when running on Windows Server 2003. For information about how to migrate ASP.NET process model settings to worker process isolation mode, see IIS 6.0 Application Isolation Modes. 

ASP.NET Platform Requirements

ASP.NET is supported on Windows 2000 (Professional, Server, and Advanced Server), Windows XP Professional, and the Windows Server 2003 family for both client and server applications. In addition, to develop ASP.NET server applications, the following software is also required: 

· Windows 2000 Server or Advanced Server with Service Pack 2, Windows XP Professional or 64-Bit Edition, or one of the Windows Server 2003 family products. 

· MDAC 2.7 for Data 

· Internet Information Services 

Note   XML Web services created using ASP.NET support the same platforms supported by ASP.NET. XML Web service clients, however, are supported by all platforms supported by the Microsoft .NET Framework.

For more information, see .NET Framework System Requirements.

On the Microsoft Windows Server 2003 family, ASP.NET is installed as a role on the operating system. To deploy ASP.NET Web applications to a production server, you must enable the ASP.NET and IIS roles on the production server before you distribute the application.

On Microsoft Windows XP and Windows 2000 Server, ASP.NET is installed with the .NET Framework, whether alone or as a part of Visual Studio .NET. To deploy ASP.NET Web applications to a production server, you must be sure that Internet Information Services (IIS) is installed and running on that server before you install the .NET Framework. For information on how to install IIS, see the documentation for your operating system.

Note   You can install the .NET Framework version 1.0 on a computer that has the .NET Framework version 1.1 installed on it. There are a number of specific issues that you need to know about if you want to do this. For more information, see Managing Multiple Versions of ASP.NET. 

Note   If you have installed ASP.NET and the .NET Framework on a server and you then uninstall and reinstall IIS, the script maps will break and ASP.NET will not work. If this happens, you can repair the ASP.NET script maps with the ASP.NET IIS Registration tool (Aspnet_regiis.exe). For more information, see ASP.NET IIS Registration Tool (Aspnet_regiis.exe)

Note   If you want to install ASP.NET on a domain controller, there are special steps you must take to make the installation work properly. For more information, see article Q315158, "ASP.NET Does Not Work with the Default ASPNET Account on a Domain Controller," in the Microsoft Knowledge Base at http://support.microsoft.com. 

ASP.NET is installed along with the .NET Framework version 1.1 as a part of each of the Windows Server 2003 family of products. You simply need to add it as a new program from the Control Panel or use the Configure Your Server Wizard to enable it. In addition, you can download version 1.0 from the Web following the instructions from the To install ASP.NET on a computer with Windows XP Professional or Windows 2000 Server procedure, later in this topic. Version 1.0 is also installed when you install Visual Studio .NET.

Note   On servers running Windows Server 2003, when you use the Configure Your Server Wizard or the Add or Remove Programs dialog box to install ASP.NET, ASP.NET is automatically enabled in the IIS Manager. However, if you install ASP.NET from a Web download or as part of an application download such as Visual Studio .NET, you must enable ASP.NET manually. 
Visual Studio ASP.NET Web Applications

A Visual Studio Web application is built around ASP.NET. ASP.NET is a platform — including design-time objects and controls and a run-time execution context — for developing and running applications on a Web server.

ASP.NET in turn is part of the .NET Framework, so that it provides access to all of the features of that framework. For example, you can create ASP.NET Web applications using any .NET programming language (Visual Basic, C#, Managed Extensions for C++, and many others) and .NET debugging facilities. You access data using ADO.NET. Similarly, you can access operating system services using .NET Framework classes, and so on.

ASP.NET Web applications run on a Web server configured with Microsoft Internet Information Services (IIS). However, you do not need to work directly with IIS. You can program IIS facilities using ASP.NET classes, and Visual Studio handles file management tasks such as creating IIS applications when needed and providing ways for you to deploy your Web applications to IIS.

Where Does Visual Studio Fit In?

As with any .NET application, if you have the .NET Framework, you can create ASP.NET applications using text editors, a command-line compiler, and other simple tools. You can copy your files manually to IIS to deploy the application.

Alternatively, you can use Visual Studio. When you use Visual Studio to create Web applications, you are creating essentially the same application that you could create by hand. That is, Visual Studio does not create a different kind of Web application; the end result is still an ASP.NET Web application.

The advantage of using Visual Studio is that it provides tools that make application development much faster, easier, and more reliable. These tools include: 

· Visual designers for Web pages with drag-and-drop controls and code (HTML) views with syntax checking. 

· Code-aware editors that include statement completion, syntax checking, and other IntelliSense features. 

· Integrated compilation and debugging. 

· Project management facilities for creating and managing application files, including deployment to local or remote servers. 

If you have used Visual Studio before, these kinds of features will seem familiar, because they are similar to features that you get for creating applications in previous versions of Visual Basic and Visual C++. With Visual Studio .NET you can use these kind of features to create ASP.NET Web applications.

Elements of ASP.NET Web Applications

Creating ASP.NET Web applications involves working with many of the same elements you use in any desktop or client-server application. These include: 

· Project management features   When creating an ASP.NET Web application, you need to keep track of the files you need, which ones need to be compiled, and which need to be deployed. 

· User interface   Your application typically presents information to users; in an ASP.NET Web application, the user interface is presented in Web Forms pages, which send output to a browser. Optionally, you can create output tailored for mobile devices or other Web appliances. 

· Components   Many applications include reusable elements containing code to perform specific tasks. In Web applications, you can create these components as XML Web services, which makes them callable across the Web from a Web application, another XML Web service, or a Windows Form, for example. 

· Data   Most applications require some form of data access. In ASP.NET Web applications, you can use ADO.NET, the data services that are part of the .NET Framework. 

· Security, performance, and other infrastructure features   As in any application, you must implement security to prevent unauthorized use, test and debug the application, tune its performance, and perform other tasks not directly related to the application's primary function. 

The following diagram provides an overview of how the pieces of ASP.NET Web applications fit together and fit into the broader context of the .NET Framework.

ASP.NET and Web Services

As a C# programmer, you’ll probably want to create applications that run on the Web. How can you accomplish this? Along with new languages (including C#, of course) and a new Microsoft Windows Forms technology, the Microsoft .NET Framework has introduced a new technology for developing Web applications: Microsoft ASP.NET. ASP.NET works as an extension of the basic Web server facilities of Microsoft Internet Information Services (IIS), providing you with a .NET way to program Web pages. Using ASP.NET, you can develop Web server–based applications, including both the application user interface in the form of programmable HTML pages, known as Web Forms pages, and Web-based components, known as Web services. In this chapter, we’ll concentrate on Web Forms pages—what they are, how they work, and how to program them. In Chapter 21, you’ll learn how to create Web services as Web-based components.
ASP.NET and Web Forms are a big area of the .NET Framework. (Entire books have been devoted to both topics. See, for example, Designing Microsoft ASP.NET Applications, by Douglas J. Reilly [Microsoft Press, 2002] and Building Web Solutions with ASP.NET and ADO.NET, by Dino Esposito [Microsoft Press, 2002].) This chapter can’t give you all of the in-depth information you need to become a Web Forms expert, but it will provide you with a thorough grounding in Web Forms. By the end of the chapter, you’ll have a good grasp of what Web Forms are and how to create them.

Requirements for Working with ASP.NET

Web Forms pages have dependencies on technologies other than just the .NET Framework. For starters, you must be running IIS. (If the server is running Microsoft Windows NT 4, you need to have IIS version 4 or later.) Ideally, you’ll have IIS running on your own computer. You can use IIS on another machine, but you’ll need administrative privileges on that computer and read/write access to the Inetpub directory and its subdirectories. In either case, the computer running IIS must also have the .NET Framework installed so that IIS can call ASP.NET as needed. And the server must have Microsoft FrontPage Server Extensions installed.

Because we’ll be looking at data access as well, you’ll also need access to a database such as the Microsoft SQL Server or Microsoft Access database. (Again, ideally this database will be installed on your own computer.)

 Features of ASP.NET

If you’ve done Web development using IIS, you’ve probably worked with the predecessor to ASP.NET—namely, Active Server Pages (ASP). Like ASP, ASP.NET provides a means to program Web pages on an IIS server (rather than in the browser or on the client). But ASP had a number of limitations—for example, it was constructed with interpreted code and didn’t scale well—so when the Web development group began designing an update to ASP, they started from scratch.

The result, ASP.NET, isn’t just an evolution of ASP; it’s effectively an entirely new technology that improves on its predecessor in many ways, both small and large. The major features of ASP.NET are listed in the following subsections, with notes about why these features are important in making you a more effective Web developer and, for those familiar with ASP, a few notes about how these features are enhancements.

Separation of Logic from the User Interface 

An ASP page is an HTML page in which you embed your server-side code using special delimiters (<% %>). The result, while functional, is somewhat messy, and sophisticated pages could involve extremely complex combinations of code and HTML. ASP.NET offers a much cleaner model in which the user interface—the page’s static HTML text and its controls—is completely separate from the page’s logic. Developing a Web Forms page is now much more like developing a form in Visual Basic or Visual C++, especially if you’re working in Microsoft Visual Studio .NET. The result is a dramatic improvement in ease of programming and maintainability.

Compiled Pages 

When a user requests a Web Forms page as part of your application, the page runs as compiled code. In ASP, code is in Microsoft VBScript or Microsoft JScript, which both run as interpreted languages. The result of compiling is that your Web Forms pages are much more reliable code because compile-time errors are caught and type checking is enforced. In most cases, compiled pages also perform better.

Support for Multiple Languages 

You can write the code for Web Forms pages in any common language runtime language you want. In this chapter, we’ll concentrate on writing pages in C#, but if you work in an environment where different programmers have reasons to use different languages, that’s no impediment to creating Web Forms. In fact, different components of your Web application can be written in different languages, but because they all share the same runtime environment, they interoperate perfectly.

Event-Driven Model 

In any Web application, the client (the browser) and the server are almost completely separate and they communicate only the most rudimentary information back and forth. The server sends an HTML stream to the browser; the browser sends information back to the server when the user submits a form. Traditional Web programming is very linear: receive a request and construct an output stream, top to bottom, to send back to the browser. Compared to programming in the extremely rich message and event model of something like Windows, programming Web applications seems primitive. However, with ASP.NET, the page architecture of Web Forms emulates true events, so you can, in effect, create event handlers for a button click, a selection in a list box, and so on. This model brings the productivity of a tool such as Visual Basic to Web programming.

Improved Object Model 

Web pages have traditionally had notoriously simplistic object models. Basically, on the server, you could read only the values of controls. By controlling the output stream, you could insert text or controls as needed. ASP.NET changes all that. A Web Forms page, all its controls, and related objects are full-featured .NET classes, and you can program them as you would any other .NET classes. The Web Forms classes also incorporate much of the base functionality of a Web page that you would otherwise have to tediously code by hand, such as reading and writing HTTP responses, maintaining control state during trips between the client and the server, and so on. The result is a supremely rich object model that allows you to manipulate objects for Web applications with the same sophistication you would use for Windows Forms or other components.

Scalability and Performance 

In contrast to ASP, which doesn’t scale easily, ASP.NET was specifically designed to allow you to create applications that would run as effectively on a small intranet as on a large commercial site. These features include compiled pages, a caching system for pages already served, and inherent support for multiple-processor machines and multiple-machine Web farms.

Security

ASP.NET provides two types of security. One is the authentication/authorization security that identifies users and grants them permission to use application resources. ASP.NET can rely on IIS, or you can implement your own such security, including interfacing with Microsoft .NET Passport and other models. As a part of the .NET Framework, ASP.NET also provides you with code-level security that allows you to control the context in which code runs.

Support for Tracing and Debugging 

To help you iron out problems in developing your Web Forms pages, you can specify trace features that allow you to follow the flow as a page is constructed and rendered and to insert custom trace messages for your own code. In addition, if you’re using Visual Studio, you can use the standard debugger when developing your Web Forms pages to set breakpoints, watch variables, and so on.

ASP Capability in ASP.NET

Although ASP.NET is very different from its predecessor, ASP, the ASP.NET development team went to some effort to maintain backward compatibility. If you have existing ASP pages, you can run them as-is in the ASP.NET environment. When ASP.NET sees the .asp extension on a page, it hands the page off to the old ASP engine (asp.dll), which processes the page as it would have before. A great benefit of this feature is that you can move an ASP application into ASP.NET and continue to run it while you convert it to ASP.NET or rewrite it.

If you want, you can convert, or migrate, existing ASP pages to ASP.NET. At its simplest, this migration consists of renaming the file with the .aspx extension. For the most part, ASP.NET recognizes old ASP syntax, including the unique <% %> delimiters for ASP in-line code. There are enough small changes in ASP.NET, however, that anything but the simplest ASP pages will probably require at least some minor tweaking, and in some cases, perhaps quite a lot. For starters, the programming languages for ASP pages—JScript and VBScript—have been replaced by .NET counterparts, with commensurate changes in syntax. (Obviously, there was no equivalent to C# in ASP.) There are additional issues to think about with COM interoperability, which includes access to ActiveX Data Objects (ADO) for data access, security, and so on.

In short, although ASP.NET does offer a decent measure of compatibility with ASP, it’s not perfect. But the advantages of using Web Forms pages are so significant that if it’s at all practical to do so, you should consider rewriting old ASP pages as Web Forms pages.

Microsoft Visual C# .NET

This chapter introduces you to Microsoft Visual Studio .NET and Microsoft Visual C# .NET. In this chapter, you’ll tour Visual Studio .NET and Visual C# .NET, and you’ll see how Visual C# is used to write software for the Microsoft .NET platform. Even if you have experience with earlier versions of Visual Studio, you’ll be surprised at the new features in Visual Studio .NET. Visual C# .NET offers great support for rapid application development (RAD), including features that make it easy to develop the basic elements of a program with just a few mouse clicks. A large number of project templates are available, including templates for Web and Microsoft Windows applications, XML Web services, and various types of components. You’ll also find cool productivity enhancements such as the Task List window, which simplifies the job of tracking the work that remains to be done on your project, and the Dynamic Help window, which automatically provides a list of relevant help topics as you’re working. Visual C# .NET also includes features that are unique in the Visual Studio .NET family, such as documentation comments, which Visual C# .NET can use to automatically generate HTML pages.

This chapter also introduces the basics of writing software using the Microsoft .NET Framework. You’ll write and build your first Visual C# program, using one of the project templates included with Visual C#, and then we’ll look at the layout of a simple Visual C# program. 

The .NET Framework

A framework is commonly thought of as a set of class libraries that aid in the development of applications. The .NET Framework is more than just a set of classes. The .NET Framework is targeted by compilers using a wide variety of programming languages (over twenty at the time of this writing). These languages are used to create a wide range of applications, including everything from small components that run on handheld devices to large Microsoft ASP.NET applications that span Web farms, where multiple Web servers act together to improve the performance and fault tolerance of a Web site. The .NET Framework is responsible for providing a basic platform that these applications can share. This basic platform includes a runtime set of services that oversee the execution of applications. A key responsibility of the runtime is to manage execution so that software written by different programming languages uses classes and other types safely.
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The sections below outline the different elements of an ASP.NET Web application and provide links to more information about how to work with each element in Visual Studio.

Definition of Database

     SQL Server database provides a logical separation of data, applications, and security mechanisms. A SQL Server installation (an instance) can support multiple databases. Applications built using SQL Server can use databases to logically divide business functionality. There can be multiple instances of SQL Server on a single computer. Each instance of SQL Server can have multiple databases.
Each SQL Server database can support filegroups, which provide the ability to distribute the placement of the data physically. A SQL Server filegroup categorizes the operating-system files containing data from a single SQL Server database to simplify database administration tasks, such as backing up. A filegroup is a property of a SQL Server database and cannot contain the operating-system files of more than one database, although a single database can contain more than one filegroup. After a database is created, filegroups can be added to the database. 

Transaction Logs and Automatic Recovery

The Oracle RDBMS performs automatic recovery each time it is started. It verifies that the contents of the tablespace files are coordinated with the contents of the online redo log files. If they are not, Oracle applies the contents of the online redo log files to the tablespace files (roll forward), and then removes any uncommitted transactions that are found in the rollback segments (roll back). If Oracle cannot obtain the information it requires from the online redo log files, it consults the archived redo log files.

SQL Server 2000 also performs automatic data recovery by checking each database in the system each time it is started. It first checks the master database and then launches threads to recover all of the other databases in the system. For each SQL Server database, the automatic recovery mechanism checks the transaction log. If the transaction log contains any uncommitted transactions, the transactions are rolled back. The recovery mechanism then checks the transaction log for committed transactions that have not yet been written out to the database. If it finds any, it performs those transactions again, rolling forward.

Each SQL Server transaction log has the combined functionality of an Oracle rollback segment and an Oracle online redo log. Each database has its own transaction log that records all changes to the database and is shared by all users of that database. When a transaction begins and a data modification occurs, a BEGIN TRANSACTION event (as well as the modification event) is recorded in the log. This event is used during automatic recovery to determine the starting point of a transaction. As each data modification statement is received, the changes are written to the transaction log prior to being written to the database itself.

SQL Server has an automatic checkpoint mechanism that ensures completed transactions are regularly written from the SQL Server disk cache to the transaction log file. A checkpoint writes any cached page that has been modified since the last checkpoint to the database. Checkpointing these cached pages, known as dirty pages, onto the database, ensures that all completed transactions are written out to disk. This process shortens the time that it takes to recover from a system failure, such as a power outage. This setting can be changed by modifying the recovery interval setting by using SQL Server Enterprise Manager or with Transact-SQL (sp_configure system stored procedure).

Networks

Oracle SQL*Net supports networked connections between Oracle database servers and their clients. It communicates with the Transparent Network Substrate (TNS) data stream protocol, and allows users to run many different network protocols without writing specialized code. 

With SQL Server, Net-Libraries (network libraries) support the networked connections between the clients and the server by using the Tabular Data Stream (TDS) protocol. They enable simultaneous connections from clients running Named Pipes, TCP/IP Sockets, or other Inter-Process Communication (IPC) mechanisms. 

Database Security and Roles

Database File Encryption

Microsoft Windows 2000 allows users to encrypt files using the Encrypting File System (EFS). SQL Server 2000 can use EFS. The database files can be encrypted, preventing other users from moving, copying, or viewing their contents. This encryption is done on the operating-system level, not the logical database level. After SQL Server opens the encrypted file, the data within the file appears as unencrypted.

Network Security

SQL Server 2000 supports the use of the Secure Sockets Layer (SSL) to encrypt network communications between itself and clients. This encryption applies to all inter-computer protocols supported by SQL Server 2000, and is either 40- or 128-bit depending on the version of the Windows operating system on which SQL Server is running. 

Backing Up and Restoring Data

Microsoft SQL Server offers several options for backing up data:

Full database backup:

A database backup makes a copy of the full database. Not all pages are copied to the backup set, only those actually containing data. Both data pages and transaction log pages are copied to the backup set.

A database backup set is used to re-create the database as it was at the time the BACKUP statement completed. If only database backups exist for a database, it can be recovered only to the time of the last database backup taken before the failure of the server or database. 

Differential backup:

After a full database backup, regularly back up just the changed data and index pages using the BACKUP DATABASE WITH DIFFERENTIAL statement or the Create Database Backup Wizard.

Transaction log backup:

Transaction logs in Microsoft SQL Server are associated with individual databases. The transaction log fills until it is backed up or truncated. The default configuration of SQL Server 2000 is that the transaction log grows automatically until it uses all available disk space or it meets its maximum configured size. When a transaction log gets too full, it can create an error and prevent further data modifications until it is backed up or truncated. Other databases are not affected. 

File backup, filegroup backup:

A file or filegroup backup copies one or more files of a specified database, allowing a database to be backed up in smaller units: at the file or filegroup level. 

Backups can be performed while the database is in use, allowing backups to be made of systems that must run continually. The backup processing and internal data structures of SQL Server maximize their rate of data transfer with minimal effect on transaction throughput. 

Both Oracle and SQL Server require a specific format for log files. In SQL Server, these files, called backup devices, are created using SQL Server Enterprise Manager, the Transact-SQL sp_addumpdevice stored procedure, or the equivalent SQL-DMO command.

Although backups can be performed manually, it is recommended that you use SQL Server Enterprise Manager and/or the Database Maintenance Plan Wizard to schedule periodic backups, or backups based on database activity.

A database can be restored to a certain point in time by applying transaction log backups and/or differential backups to a full database backup (device). A database restore overwrites the data with the information contained in the backups. 

Concurrency 

In order to maintain transactional consistency while many users are interacting with the data, the storage engine locks resources to manage dependencies on rows, pages, keys, key ranges, indexes, tables, and databases. By locking resources while they are being altered, the engine prevents more than one user from altering the same data at the same time. SQL Server locks are dynamically applied at various levels of granularity, in order to select the least restrictive lock required for the transaction. 

In SQL Server 2000, concurrency improvements further reduce deadlocks and avoidable locking of resources. For example, the lock manager has been enhanced to be aware of other resources that might be in contention, such as threads and memory. This new ability can help a database administrator identify a wider variety of design or hardware limitations. 

A new Transact-SQL interface into the lock manager has been introduced to support customized locking logic within programming code. Locks necessary for business logic can be initiated by invoking sp_getapplock within your Transact-SQL batch, which allows you to specify an application-defined resource to be locked (for example, a lock on an application resource like a form, instead of a lock on a data row), the mode of locking to use, the timeout value, and whether the scope of the lock should be the transaction or the session. After locks have been initiated with the new application lock manager, they participate in the normal lock management of SQL Server, just as if the storage engine had initiated them, so you do not have to worry that your application-initiated lock will remain open if the calling transaction is terminated.

The process by which locks are acquired in SQL Server 2000 takes into account whether or not all the data on the page is committed. For example, if you run a SELECT statement against a table whose data has not changed recently, the process does not produce any locks because no active transactions have recently updated the table. The storage engine accomplishes this by comparing the log sequence number on the data page to the current active transactions. In databases where most of the data is older than the oldest active transaction, this can reduce locking significantly, enhancing performance. 

While locks protect data during transactions, another process, latching, controls access to physical pages. Latches are very lightweight, short-term synchronization objects protecting actions that do not need to be locked for the life of a transaction. When the engine scans a page, it latches the page, reads the row, gives it back to the relational engine, and then unlatches the page again so another process can reach the same data. Through a process called lazy latching, the storage engine optimizes access to the data pages by releasing latches only when a page is also requested by another ongoing process. If no ongoing process requests the same data page, a single latch remains valid for the entire operation on that page.

For improving concurrency in your system, you should focus on the design of the database system and the code objects that touch it. SQL Server 2000 is designed to support multiple terabytes of data and to scale upwards for virtually limitless performance. The role of the DBA is to manage the database life cycle, a cycle of design and optimization of all database components from code to data storage on disk, to ensure that the design continues to meet the service level agreement. 

Transactions, Locking, and Concurrency

This section explains how transactions are executed in both Oracle and Microsoft SQL Server and presents the differences between the locking processes and concurrency issues in both database types.

Transactions

In Oracle, a transaction is started automatically when an insert, update, or delete operation is performed. An application must issue a COMMIT command to save changes to the database. If a COMMIT is not performed, all changes are rolled back or undone automatically.

By default, SQL Server automatically performs a COMMIT statement after every insert, update, or delete operation. Because the data is automatically saved, you are unable to roll back any changes. 

You can start transactions in SQL Server as explicit, autocommit, or implicit transactions. Autocommit is the default behavior; you can use implicit or explicit transaction modes to change this default behavior.

Autocommit transactions 

This is the default mode for SQL Server. Each individual Transact-SQL statement is committed when it completes. You do not have to specify any statements to control transactions. 

Implicit transactions 

As in Oracle, an implicit transaction is started whenever an INSERT, UPDATE, DELETE, or other data manipulating function is performed. If this option is ON and there are no outstanding transactions, every SQL statement automatically starts a transaction. If there is an open transaction, no new transaction is started. The open transaction must be committed by the user explicitly with the COMMIT TRANSACTION statement for the changes to take effect and for all locks to be released. 
Explicit transactions 

An explicit transaction is a grouping of SQL statements surrounded by the following transaction delimiters. Note that BEGIN TRANSACTION and COMMIT TRANSACTION are required:

· BEGIN TRANSACTION [transaction_name]

· COMMIT TRANSACTION [transaction_name]

· ROLLBACK TRANSACTION [transaction_name | savepoint_name]

· SAVE TRANSACTION {savepoint_name | @savepoint_variable} 

The SAVE TRANSACTION statement functions in the same way as the Oracle SAVEPOINT command, setting a savepoint in the transaction that allows partial rollbacks. In the following example, the English department is changed to the Literature department. Note the use of the BEGIN TRANSACTION and COMMIT TRANSACTION statements.

	Oracle
	Microsoft SQL Server

	INSERT INTO DEPT_ADMIN.DEPT (DEPT, DNAME)
VALUES ('LIT', 'Literature')
/
UPDATE DEPT_ADMIN.CLASS
SET MAJOR = 'LIT'
WHERE MAJOR = 'ENG'
/
UPDATE STUDENT_ADMIN.STUDENT
SET MAJOR = 'LIT'
WHERE MAJOR = 'ENG'
/
DELETE FROM DEPT_ADMIN.DEPT
WHERE DEPT = 'ENG'
/
COMMIT
/
	BEGIN TRANSACTION

INSERT INTO DEPT_ADMIN.DEPT (DEPT, DNAME)
VALUES ('LIT', 'Literature')

UPDATE DEPT_ADMIN.CLASS
SET DEPT = 'LIT'
WHERE DEPT = 'ENG'

UPDATE STUDENT_ADMIN.STUDENT
SET MAJOR = 'LIT'
WHERE MAJOR = 'ENG'

DELETE FROM DEPT_ADMIN.DEPT
WHERE DEPT = 'ENG'

COMMIT TRANSACTION
GO


Transactions can be nested one within another. If this occurs, the outermost pair creates and commits the transaction, and the inner pairs track the nesting level. When a nested transaction is encountered, the @@TRANCOUNT function is incremented. Usually, this apparent transaction nesting occurs as stored procedures or triggers with BEGIN...COMMIT pairs calling each other. Although transactions can be nested, they have little effect on the behavior of ROLLBACK TRANSACTION statements.

In stored procedures and triggers, the number of BEGIN TRANSACTION statements must match the number of COMMIT TRANSACTION statements. A stored procedure or trigger that contains unpaired BEGIN TRANSACTION and COMMIT TRANSACTION statements produces an error message when executed. The syntax allows stored procedures and triggers to be called from within transactions if they contain BEGIN TRANSACTION and COMMIT TRANSACTION statements.

Wherever possible, break large transactions into smaller transactions. Make sure each transaction is well defined within a single batch. To minimize possible concurrency conflicts, transactions should not span multiple batches nor wait for user input. Grouping many Transact-SQL statements into one long-running transaction can negatively affect recovery time and cause concurrency problems.

When programming with ODBC, you can select either the implicit or explicit transaction mode by using the SQLSetConnectOption function. An ODBC program's selection of one or the other depends on the AUTOCOMMIT connect option. If AUTOCOMMIT is ON (the default), you are in explicit mode. If AUTOCOMMIT is OFF, you are in implicit mode.

If you are issuing a script through SQL Query Analyzer or other query tools, you can either include the explicit BEGIN TRANSACTION statement shown previously, or start the script with the SET IMPLICIT_TRANSACTIONS ON statement. The BEGIN TRANSACTION approach is more flexible, and the implicit approach is more compatible with Oracle.

Locking and Transaction Isolation

One of the key functions of a database management system (DBMS) is to ensure that multiple users can read and write records in the database without reading inconsistent sets of records due to in-progress changes and without overwriting each other's changes inadvertently. Oracle and SQL Server approach this task with different locking and isolation strategies. You must consider these differences when you convert an application from Oracle to SQL Server or the resulting application may scale poorly to high numbers of users.

Oracle uses a multiversion consistency model for all SQL statements that read data, either explicitly or implicitly. In this model, data readers, by default, neither acquire locks nor wait for other locks to be released before reading rows of data. When a reader requests data that has been changed but not yet committed by other writers, Oracle re-creates the old data by using its rollback segments to reconstruct a snapshot of rows.

Data writers in Oracle request locks on data that is updated, deleted, or inserted. These locks are held until the end of a transaction, and they prevent other users from overwriting uncommitted changes. 

SQL Server, in contrast, uses shared locks to ensure that data readers only see committed data. These readers take and release shared locks as they read data. These shared locks do not affect other readers. A reader waits for a writer to commit the changes before reading a record. A reader holding shared locks also blocks a writer trying to update the same data. 

Releasing locks quickly for applications that support high numbers of users is more important in SQL Server than in Oracle. Releasing locks quickly is usually a matter of keeping transactions short. If possible, a transaction should neither span multiple round-trips to the server nor wait for the user to respond. You also need to code your application to fetch data as quickly as possible because unfetched data scans can hold share locks at the server and thus block updaters.

Dynamic Locking

SQL Server uses a dynamic locking strategy to determine the most cost-effective locks. SQL Server automatically determines what locks are most appropriate when the query is executed, based on the characteristics of the schema and query. For example, to reduce the overhead of locking, the optimizer may choose page-level locks in an index when performing an index scan. Dynamic locking has the following advantages: 

· Simplified database administration, because database administrators no longer have to be concerned with adjusting lock escalation thresholds. 

· Increased performance, because SQL Server minimizes system overhead by using locks appropriate to the task. 

· Application developers can concentrate on development, because SQL Server automatically adjusts locking. 

Oracle's inability to escalate row-level locks can cause problems in queries that include the FOR UPDATE clause and in UPDATE statements that request many rows. For example, assume that the STUDENT table has 100,000 rows, and an Oracle user issues the following statement (note that 100,000 rows are affected):

UPDATE STUDENT set (col) = (value);

The Oracle RDBMS locks every row in the STUDENT table, one row at a time; this can take quite a while, and can require many system resources. Oracle does not escalate the request to lock the entire table.

The same statement in SQL Server will cause the (default) row-level locks to escalate to a table-level lock, which is both efficient and fast.

Changing Default Locking Behavior

Both Microsoft SQL Server and Oracle use the same default transaction isolation level: READ COMMITTED. Both databases also allow the developer to request nondefault locking and isolation behavior. In Oracle, the most common mechanisms for this are the FOR UPDATE clause on a SELECT command, the SET TRANSACTION READ ONLY command, and the explicit LOCK TABLE command.

Because their locking and isolation strategies are so different, it is difficult to map these locking options directly between Oracle and SQL Server. To obtain a better understanding of this process, it is important to understand the options that SQL Server provides for changing its default locking behavior. 

In SQL Server, the most common mechanisms for changing default locking behavior are the SET TRANSACTION ISOLATION LEVEL statement and the locking hints that are supported in the SELECT and UPDATE statements. The SET TRANSACTION ISOLATION LEVEL statement sets transaction isolation levels for the duration of a user's session. This becomes the default behavior for the session unless a locking hint is specified at the table level in the FROM clause of an SQL statement. The transaction isolation is set like this: 

SET TRANSACTION ISOLATION LEVEL 

    {

        READ COMMITTED 

        | READ UNCOMMITTED 

        | REPEATABLE READ 

        | SERIALIZABLE

    } 

READ COMMITTED 

This option is the SQL Server default. Shared locks are held while the data is being read to avoid, but the data can be changed before the end of the transaction, resulting in or data.

READ UNCOMMITTED 

Implements dirty read, or isolation level 0 locking, which means that no shared locks are issued and no exclusive locks are honored. When this option is set, it is possible to read uncommitted or dirty data; values in the data can be changed and rows can appear or disappear in the data set before the end of the transaction. This option has the same effect as setting NOLOCK on all tables in all SELECT statements in a transaction. This is the least restrictive of the four isolation levels. 

REPEATABLE READ 

Locks are placed on all data that is used in a query, preventing other users from updating the data, but new phantom rows can be inserted into the data set by another user and are included in later reads in the current transaction. Because concurrency is lower than the default isolation level, use this option only when necessary. 

SERIALIZABLE 

A range lock is placed on the data set preventing other users from updating or inserting rows into the data set until the transaction is complete. This is the most restrictive of the four isolation levels. Because concurrency is lower, use this option only when necessary. This option has the same effect as setting HOLDLOCK on all tables in all SELECT statements in a transaction. 

SQL Server implements all four SQL-92 standard transaction isolation levels; Oracle only implements READ COMMITTED (the default) and SERIALIZABLE.

SQL Server does not directly support the non-SQL-92 standard READ ONLY transaction isolation level offered by Oracle. If a transaction in an application requires repeatable read behavior, you may need to use the SERIALIZABLE isolation level offered by SQL Server. If all of the database access is read only, you can improve performance by setting the SQL Server database option to READ ONLY.

SELECT...FOR UPDATE

The SELECT...FOR UPDATE statement in Oracle is used when an application needs to issue a positioned update or delete on a cursor using the WHERE CURRENT OF syntax. In this case, optionally remove the FOR UPDATE clause; SQL Server cursors are updatable by default.

SQL Server cursors usually do not hold locks under the fetched row. Rather, they use an optimistic concurrency strategy to prevent updates from overwriting each other. If one user attempts to update or delete a row that has been changed since it was read into the cursor, SQL Server detects the problem and issues an error message. The application can trap this error message and retry the update or delete as appropriate. 

The optimistic technique supports higher concurrency in the normal case where conflicts between updaters are rare. If your application really needs to ensure that a row cannot be changed after it is fetched, you can use the UPDLOCK hint in your SELECT statement to achieve this effect.

This hint does not block other readers, but it prevents any other potential writers from also obtaining an update lock on the data. When using ODBC, you can also achieve a similar effect using SQLSETSTMTOPTION (...,SQL_CONCURRENCY)= SQL_CONCUR_LOCK. Either of these options reduces concurrency.

Explicitly Requesting Table-Level Locks

Microsoft SQL Server can provide the same table-locking functionality as Oracle.

	Functionality
	Oracle
	Microsoft SQL Server

	Lock an entire table-allows others to read a table, but prevent them from updating it. By default, the lock is held until the end of the statement.
	LOCK TABLE...IN SHARE MODE
	SELECT...table_name (TABLOCK)

	Lock the table until the end of the transaction
	 
	SELECT...table_name (TABLOCK REPEATABLEREAD)

	Exclusive lock -prevent others from reading or updating the table and is held until the end of the command or transaction
	LOCK TABLE...IN EXCLUSIVE MODE
	SELECT...table_name (TABLOCKX)

	Specify the number of milliseconds a statement waits for a lock to be released.
	NOWAIT works like "LOCK_TIMEOUT 0"
	LOCK_TIMEOUT 


Handling Deadlocks 

A deadlock occurs when one process locks a resource needed by another process, and the second process locks a page the first process needs. SQL Server automatically detects and resolves deadlocks. If a deadlock is found, the server terminates the user process that has completed the deadly embrace.

After every data modification, your program code should check for message number 1205, which indicates a deadlock. If this message number is returned, a deadlock has occurred and the transaction was rolled back. In this situation, your application must restart the transaction.

Deadlocks can usually be avoided by using a few simple techniques: 

· Access tables in the same order in all parts of your application.

· Use a clustered index on every table to force an explicit row ordering.

· Keep transactions short. 

Remote Transactions

To perform remote transactions in Oracle, you must have access to a remote database node with a database link. In SQL Server, you must have access to a remote server. A remote server is a server running SQL Server on the network that users can access by using their local server. When a server is set up as a remote server, users can use the system procedures and the stored procedures on it without explicitly logging in to it. 

Remote servers are set up in pairs. You must configure both servers to recognize each other as remote servers. The name of each server must be added to its partner with the sp_addlinkedserver system stored procedure or SQL Server Enterprise Manager.

After you set up a remote server, use the sp_addremotelogin system stored procedure or SQL Server Enterprise Manager to set up remote login IDs for the users who must access that remote server. After this step is completed, you must grant permissions to execute the stored procedures.

The EXECUTE statement is then used to run procedures on the remote server. This example executes the validate_student stored procedure on the remote server STUDSVR1 and stores the return status indicating success or failure in @retvalue1:

DECLARE @retvalue1 int

EXECUTE @retvalue = STUDSVR1.student_db.student_admin.validate_student '111111111'

Distributed Transactions

Oracle automatically initiates a distributed transaction if changes are made to tables in two or more networked database nodes. SQL Server distributed transactions use the two-phase commit services of the Microsoft Distributed Transaction Coordinator (MS DTC) included with SQL Server. 

By default, SQL Server must be instructed to participate in a distributed transaction. SQL Server participation in an MS DTC transaction can be started by either of the following: 

· The BEGIN DISTRIBUTED TRANSACTION statement. This statement begins a new MS DTC transaction.

· A client application calling MS DTC transaction interfaces directly. 

If the application cannot complete the transaction, the application program cancels it by using the ROLLBACK TRANSACTION statement. If the application fails or a participating resource manager fails, MS DTC cancels the transaction. MS DTC does not support distributed savepoints or the SAVE TRANSACTION statement. If an MS DTC transaction is terminated or rolled back, the entire transaction is rolled back to the beginning of the distributed transaction, regardless of any savepoints.

Two-Phase Commit Processing

The Oracle and MS DTC two-phase commit mechanisms are similar in operation. In the first phase of a SQL Server two-phase commit, the transaction manager requests each enlisted resource manager to prepare to commit. If any resource manager cannot prepare, the transaction manager broadcasts an abort decision to everyone involved in the transaction.

If all resource managers can successfully prepare, the transaction manager broadcasts the commit decision. This is the second phase of the commit process. While a resource manager is prepared, it is in doubt about whether the transaction is committed or terminated. MS DTC keeps a sequential log so that its commit or terminate decisions are durable. If a resource manager or transaction manager fails, they reconcile in-doubt transactions when they reconnect.
ADO.NET

Most of the applications you create access or save data. Typically, this data is stored in a database or in some other type of storage mechanism, such as an XML file. Before the .NET initiative, you would use Microsoft ActiveX Data Objects (ADO) as a means of accessing and storing data. ADO.NET is the next step in this evolution of data access technology, integrating the data access capabilities of ADO with the Microsoft .NET Framework. As you’ll see in this chapter, ADO.NET encompasses a number of changes to the data access technology and provides you with many more capabilities.

What’s New in ADO.NET

ADO.NET has been redesigned from earlier versions of ADO to build more-scalable and better-performing data access applications. This section provides a general overview of some of these improvements.

The ADO.NET Disconnected Model

ADO.NET has been designed from the ground up to work with the data while disconnected from the data source. Data is retrieved from the data store and maintained at a local level, within ADO.NET structures. Because the data store doesn’t have to maintain the data cursors or maintain connections while the data is being used by the client, the store can support more client users.

XML Integration

ADO.NET is very tightly integrated with XML. XML is used behind the scenes to maintain the data in datasets and to retain relationships and constraints within the data. In addition, data in ADO.NET can be easily persisted to XML data files for offline usage. In addition, data schemas are maintained in standard XML schemas for use by ADO.NET.

ADO.NET Datasets

ADO.NET has replaced the concept of recordsets with a new construct called datasets. Datasets greatly expand on the capabilities of recordsets. Recordsets can hold one table of data and are database-centric. Datasets, however, can hold multiple tables of data that can be related, with the relationships known and maintained by ADO.NET. Recordsets can write and read XML data from data streams. Datasets are designed to integrate directly with XML data. In addition, datasets operate with the data completely disconnected from the database but hold changes to the database so that the data can be updated whenever necessary.

.NET Data Providers

To access and manipulate data from the data store, you’ll work through an existing data provider. The .NET data providers link the data store and your application. The .NET Framework includes two data providers for your use, depending on which data store you’ll be accessing, as follows:

· OLE DB .NET Data Provider  Used to access any OLE DB–compliant data store

· SQL Server .NET Data Provider  Used to access Microsoft SQL Server 7 or later data stores

Each of the data providers holds an implementation of the following classes, which form the core of the provider:

· Connection  Used to establish the connection to the data store

· Command  Used to execute commands on the data store

· DataReader  Used to access data in a forward-only, read-only form

· DataAdapter  Used to access data in a read/write form and to manage updates of data.

IIS Security

This article contains detailed explanations of some of the misunderstood security features in Microsoft® Internet Information Server (IIS) 4.0, including client certificate mapping, IP address restrictions, Secure Sockets Layer (SSL) server bindings, and Web permissions. You'll not only find out how these features work, but also how to optimize their configuration.

Before reading this article you should have a basic understanding of both IIS and Microsoft Windows NT® 4.0 security including public key infrastructure, the SSL protocol, security credentials, and authentication. To better understand these concepts, see the IIS documentation on your server at http://localhost/iisHelp/iis/misc/. I'll begin by discussing the relationship between Windows NT and IIS security, then move on to IIS-specific issues such as authentication, IP restrictions, SSL, and Web permissions. At the end of the article there's a brief glossary of important security terms and a list of resources you can turn to for more information.

Windows NT and IIS

IIS 5.0 is a service that runs on top of Windows NT. Therefore, it relies heavily on Windows NT user accounts and the Windows NT File System.

User Accounts

At the heart of Windows NT security is the user account and its logical extension, the user group. When IIS is installed, it creates two user accounts, assigns them specific user rights, and places them in specific user groups. These two accounts are IUSR_computername and IWAM_computername. The IUSR_computername account is used by IIS to grant anonymous access to Web resources. IWAM_computername is the account used by Microsoft Transaction Server (MTS) and various IIS entities to provide programmatic and transactional functions. For the purpose of this article, I'll focus on the first account, IUSR_computername.

The IUSR_computername account needs to have the Logon Locally set correctly. This is because it acts within IIS, which is a service that acts locally, as if it were a user physically logged on to the server. If you use an account other than IUSR_computername for anonymous access, choose the rights you assign to it very carefully. Every anonymous visitor to your site will be given the rights granted to the IUSR_computername account.

IIS also depends upon user accounts while providing Basic and Windows Challenge/Response authentication. In order to complete successfully, both of these methods require that valid user accounts are in place. This is necessary because although IIS creates and configures the IUSR_computername account, which is used for anonymous authentication, it doesn't create any accounts for Basic authentication. IIS assumes that you have created, or will create, Windows NT accounts for use with Basic and Challenge/Response.

Note   You must have valid Windows NT accounts to use with Basic and Challenge/Response authentication. Neither Windows NT nor IIS will create them for you. Without such accounts these authentication methods will not work.

The Windows NT File System

Although IIS can function just fine on a File Allocation Table (FAT) hard drive, you should consider changing the format to Windows NT File System (NTFS). Here's why:

· Unlike FAT, NTFS is not visible to DOS. This makes your resources more secure from attacks using DOS commands.

· NTFS allows you to configure the Access Control List (ACL) to grant or deny various forms of access to user and group accounts.

· The NTFS file system is more efficient with hard drive space.

In the second point, I mentioned Access Control Lists (ACLs). An ACL is a list of user accounts, user groups, and their privileges associated with a particular resource, such as a directory or file. For example, the file MyISAPI.dll would have a list of user accounts and user groups that can access it and what level of access they are granted to the file, such as Read, Write, or Execute. ACLs are another core feature of the Windows NT security model, and allow flexible and precise access control to resources on the hard disk. Each directory and file has its own ACL that defines who can do what and where. Each ACL even has an ACL that specifies who can view and change the ACL itself.

NTFS and ACLs give you the basis for securing your server resources. To convert a partition or hard drive to NTFS, type the following at the Command prompt:

CONVERT <drive>: /FS:NTFS

Caution   Once a drive or partition has been converted to NTFS using the CONVERT Command line utility, it cannot be converted back using this utility. There are third party utilities that will convert it back.

IIS Security up Close

This section will cover in-depth discussions of Web permissions, authentication, client certificate mapping, IP address and domain name restriction, and Secure Sockets Layer (SSL) encryption.

Web Permissions vs. NTFS Permissions

IIS has Web permissions such as Read and Write. NTFS also has its own permissions, such as Read or Write. Not surprisingly, this can get confusing. The key to understanding the difference between the two is this: Web permissions really control which HTTP verbs are allowed to be executed for HTTP resources. NTFS permissions control which user accounts have what type of access to resources on the hard disk.

HTTP verbs are commands that are sent in headers from browsers requesting actions on resources. For example, a user may say, "I want to Read (GET) this Web page." The header that is sent will specify the resource, and where it is located in cyberspace. Additionally, it will send the GET verb. This verb tells IIS that the requestor wants to "Read" the resource. The FTP world is more familiar with writing to a server, but you can also do this over an HTTP connection.

This is what the Read and Write check boxes on the Web Site tab in IIS are all about. They control which HTTP verbs are allowed for the resources. They do not control the NTFS file system permissions for the resources.

Which Witch Is Which?

If you enable read-only Web permissions are you setting read-only in NTFS as well? The answer is no. This is because Web permissions only control which HTTP verbs can be used in HTTP requests. If I set read-only in NTFS, am I setting read-only in IIS? This time the answer is a resounding yes. Even if Web permissions are set at Read and Write, if NTFS has read-only, the HTTP Write request will fail.

If Web and NTFS permissions do not agree, the more restrictive of the two will be used for HTTP requests. For example, suppose you set up "SiteB" as a Web site that points to the folder "Site_B" on an NTFS drive. You then set Web permissions as Read and Write and NTFS permissions as Read.

When a user tries to Write to http://www.SiteB.com, the request will fail. Even though IIS says it's all right to Write to the Web site "SiteB", and therefore to the folder "Site_B", NTFS says it's not OK. If someone on the SiteB network tries to paste a file into Site_B, the same thing will happen.

Now let's try switching the permissions around: NTFS is Read and Write and Web is read-only. The result is that the Web user still can't write to the Web site because denies permission. However, the network client can paste the file with ease because NTFS doesn't care what IIS has to say. IIS can only talk about HTTP requests, not file system requests.

The Permissions Mantra: If Web and NTFS permissions do not agree, the more restrictive of the two will be used for HTTP requests.

Choosing the Right Authentication Method

Anonymous authentication is appropriate for a public Web site, because it allows everyone to have access to the resources on that site. For sites that contain confidential information, however, you'll want to control access more carefully. In this case, you have four authentication options: Windows NT Challenge/Response authentication, Basic authentication, client certificate mapping, or a custom authentication application such as an ISAPI filter.

Windows NT Challenge/Response

Windows NT Challenge/Response authentication uses Windows NT user accounts directly, and does not transmit logon information, such as the user name and password, over the network. This is very important if you want to safeguard the user names and passwords of your clients. Also, because this type of authentication uses individual user accounts, you can have a great deal of flexibility over the access level of those clients.

Challenge/Response authentication uses hashing technology to transmit credential information. In the hashing process, a copy of a plain text message is run through a mathematical operation and results in a hash value that's usually 128 - 160 bits long. The hash value is said to be one-way, that is, it's computationally infeasible to derive the original message from it Challenge/Response authentication uses a series of these hashed exchanges between the server and the client to establish the identity of the user before granting access to resources.

Here's why hash values work so well for security:

· All hash values from a particular hashing algorithm are the same size. This means that if you take a five-word message and a complete set of encyclopedias and run both through the same hashing algorithm, the resulting value of each would be the same size.

· Hash values from very similar messages are very different. Let's say that you were to take a complete set of encyclopedias and run it through a hashing algorithm. Then you add one single character to one of the volumes and run it through the same hashing algorithm. The two values derived from this, other than being the same length, would not look at all similar.

· One hash value may have an almost infinite number of messages that could have produced it. This fact is why it is computationally infeasible to derive the original message from a hash value of that message.

Because both the client and the server are being authenticated during the cryptographic exchange, no one can step in and impersonate the server—users know who they're dealing with. Despite the effectiveness of this process, there are two limitations:

· Challenge/Response does not work well on a secure extranet because it cannot operate over a proxy server or other firewall application. That said, Challenge/Response works great in intranet scenarios.

· The only browser that supports Challenge/Response is Internet Explorer, version 2.0 and later. This may restrict the clientele that you can service on the Internet if this is the only type of authentication you use.

Basic Authentication

Basic authentication transmits the user name and password over the wire with Base64 encoding. If you are going to use Basic authentication, keep the following things in mind:

· Utilities to decode Base64 encoded packages are readily available. This means that intercepting these packages over the Internet is fairly simple. Once the IP packets are intercepted and decoded, the password of the account being used is plainly visible. IP packets are the unit by which information is sent over networks, like a letter in an envelope.

· At no time is the user assured that they are sending their password information to the correct server. In other words, there is no server authentication with Basic authentication.

· It is possible to create programs that can "spoof" the Basic logon dialog and capture user logon information, such as their account password.

Basic authentication is widely used on the Internet because it's easy to implement; it's supported by most browsers; and higher levels of security are not needed. In reality, unless your site is of interest to hackers, you probably won't have a lot of people waiting to intercept your IP packets.

Making Basic Authentication More Secure

You may be wondering at this point how you can achieve a secure authentication method that is supported by most browsers. The answer is to use Basic authentication encrypted by SSL. This combination will help you achieve tight access control to your sensitive information without the fear of logon information being intercepted and used maliciously. It also allows you to authenticate your server so that users can be confident about your identity. For more detailed information, see the section "SSL Mysteries."
To set up Basic authentication with SSL:

1. Obtain a server certificate (I'll talk about server certificates later).

2. Require Secure Channel when accessing this resourceto the resource (I'll talk about this later, too).

3. Use only Basic authentication; that is, turn off Anonymous and Challenge/Response.

4. Tell the visitors to the secured areas of your site to use the https URL format.

Using "https://" tells IIS to open an SSL-encrypted session. After the secure connection is completed, IIS uses Basic authentication. The user information is now secure from intruders.

Note that encrypting Web pages uses more server resources than normal Web content and encrypted transactions take longer to occur. Keep your encrypted Web pages simple—don't include any large graphics or multimedia.

Using Basic authentication with SSL works well if you really need to monitor who gets access to your site. If all of this doesn't sound ideal to you, there is another way to authenticate securely that you might want to consider: client certificate mapping.

Client certificate mapping

A client certificate is a piece of digital ID for the users accessing your site. It contains information about the user and is "signed" with a digital signature form the certification authority (CA) that issued the certificate. A digital signature is basically a hash of a message, in this case the certificate, that is encrypted with the sender's private key. The sender in this case is the CA. For a brief discussion about private keys, see the section "What is a key pair?".

IIS can be configured to ignore, accept, or require client certificates. It's important to understand how each setting changes how IIS responds to client certificates:

Ignore certificates: IIS doesn't care if a user sends their certificate with a request; IIS will simply authenticate the user using another method, such as Challenge/Response.

Accept certificates: if a client certificate is sent, IIS will use this certificate information to authenticate them. If no certificate is sent, IIS will use another method.

Require certificates: IIS will only fulfill requests from users with valid certificates.

IIS client certificate mapping associates, or maps, client certificate information with Windows NT user accounts. This form of authentication can be very secure and flexible, and most newer browsers support the use of client certificates.

There are two methods that IIS uses to map client certificates to these accounts: many-to-one and one-to-one. The biggest difference between them is that one-to-one uses the actual certificate, whereas many-to-one only uses certain information contained in the certificate, such as who the certificate issuer is. With one-to-one mapping, if a user gets a new certificate, the old mapping will fail and a new mapping will have to be made for the new certificate. With many-to-one mapping, if the user gets a new certificate using the same information, the mapping will accept it as it did the old certificate.

For example, Bob gets a client certificate using Microsoft for the company, MyUnit for the organizational unit, MyCity for the city, and MyState for the state. When he gets the certificate back from his CA, it will contain all of the information that he gave them, plus some other special information (see the section "What is in a certificate?"). Bob's certificate gets mapped to his user account using both one-to-one and many-to-one mapping. Both mappings work well.

Sometime later, Bob gets another certificate, using information identical to that listed above. The certificate he gets contains all of the same information as the first one (Microsoft, and so on), but the special information is slightly different. The old many-to-one mapping works because it doesn't care about the special information, it looks only for the information input by Bob (such as Microsoft). The one-to-one mapping will fail because it uses the special information during the authentication process.

Many-to-one mapping will see Bob's new certificate as being identical to the old one. One-to-one mapping will see the new certificate as an entirely new certificate and, therefore, no longer valid. A new one-to-one mapping will have to be made for Bob's new certificate.

What is in a certificate?

A certificate is a special text file that contains two sections: a clear text (readable by humans) section containing the information about the owner, issuer, and so on, and an encrypted (not readable by humans) section that contains the digital signature and public key of the certification authority.

The text file is given the .cer extension so that when you open it the operating system uses whatever certificate utility it has to view the file. If you open one of these files in Notepad it will look like this:

-----BEGIN CERTIFICATE-----

CBHcm91cCBDQS5jcmwwRqBEoEKGQGZpbGU6Ly9cXENFUlRTUlZcQ2VydFNydlxDZXJ0RW5yb2xsXE1TIENl

cnRTcnYgVGVzdCBHcm91cCBDQS5jcmwwCQYDVR0TBAIwADBiBggrBgEFBQcBAQRWMFQwUgYIKwYBBQUHMAK

GRmh0dHA6Ly9DRVJUU1JWL0NlcnRTcnYvQ2VydEVucm9sbC9DRVJUU1JWX01TIENlcnRTcnYgVGVzdCBHcm

91cCBDQS5jcnQwDQYJKoZIhvcNAQEEBQADQQAhq70nRlse0ulPstU+IWdjeNj5p

-----END CERTIFICATE-----

Many-to-one mapping
Many-to-one mapping uses only certain information contained in the certificate, such as who the certificate was issued by or who it was issued to. You can set wildcard rules, such as, "Accept all certificates from such-and-such a certification authority." You can be as specific or as general as you want to be. You can easily and quickly map many certificates to a single user account this way. Also, there is no need to have a copy of the client certificate on your server. If the user gets a new certificate that has the same information as before, the old mapping will still work.

One-to-one mapping
Because one-to-one uses special information that is unique to every certificate, you can be confident about the user's identity. This is because one-to-one uses a cryptographic exchange, much like Challenge/Response, involving the key pair of the client certificate. During this exchange the server needs to compare the information sent by the user's browser to a copy of the client's certificate on the server. Therefore, the server must have a copy of every client certificate used for one-to-one mapping.

Because the server uses an actual copy of the client certificate to make this comparison, a copy of that certificate will have to be obtained and a new mapping will have to be made if the client gets another certificate. This is true even if the exact same user information is used to generate the certificate. This is because the key pair for each certificate is absolutely unique.

What is a key pair?

Encryption and other security methods involve the use of unique values called keys. The most widely used encryption schemes use something called a key pair. As the name suggests, a key pair consists of two keys. One is called a public key and can be shared with a number of individuals. The other key, the private key, is only known to the owner of the certificate, whether it be a server certificate or a client certificate. The private key and public key form an asymmetric key pair, where the two keys on either end of the cryptographic transmission are different from one another. If you encrypt a message with the private key, only the public key can decrypt it. If you encrypt a message with the public key, only the private key can decrypt it.

Using these keys, you can establish the identity of the party sending you a message. Suppose you receive a message from Alice that is encrypted with her private key. Since you know her public key, you can decrypt the message and be confident that Alice was really the sender. If Alice's public key will not decrypt the message, you know that it was sent by someone else. If you send a message to Alice and encrypt it with her public key, only she can decrypt and read it.

Obtaining and storing client certificates

The obvious question is: How, exactly, do I get the copy of the client certificate onto my server?

You can extract the needed certificate information using a script from the Windows NT Option Pack documentation at http://localhost/iishelp/iis/htm/core/iicrtsc.htm. You can use this script in your to copy client certificate information to your server in a text file.

The certificates themselves can be extracted from the text file, by copying the information to Notepad and saving it as a certificate file (.cer). Copy each section of text, including the -----BEGIN CERTIFICATE----- to the -----END CERTIFICATE----- lines. You can now perform the change below if needed.

To be usable in IIS client certificate mapping, these certificate files must be in the Base64 Encoded X.509 format. They might already be in the correct format, but since there is no easy way to tell, it's best to convert them now, just to be sure. If you have installed Service Pack 4, you can convert them this way:

1. Right-click on the certificate file and Open it.

2. Click the Details tab and click Export.

3. This will bring up the Certificate Export Wizard. Follow the wizard directions. Choose the Base64 Encoded X.509 (*.Cer) export file option.

Note   This script copies every single instance of every single client certificate that is sent to your site. So, for example, if Bob sends you his certificate 100 times in a day, the script will create 100 copies of Bob's certificate. This means that the text file that the script creates can get really large in a short time. To correct this, you could either write a script or an ISAPI filter that saves each certificate to a separate text file.

Custom Authentication Application

If you have an existing database of user information and you want to use it for authentication, you should consider creating a custom application. Custom authentication applications can be Active Server Pages (ASP) applications, ISAPI filters, Java applets, Microsoft ActiveX™ controls, or COM objects. You can create a custom application to perform many security-related functions, such as authentication, IP address restriction, or access control.

For example, it can authenticate a user by using client certificates, prompting the user for their user name and password, or authenticating the user against a user information database. The actual creation of custom applications is beyond the scope of this article. For more information about building ISAPI filters, see Building ISAPI Filters and the CVTDOC Sample at . The MSDN Library at is also a great resource.

IP Address and Domain Name Restriction

IP addresses are unique numbers identifying computers on a network. The IP address of the computer the user is making a request from is always sent along with the request. Therefore, you can either grant or deny access to server resources based upon the IP address of the requesting party. By selecting Grant Access in the Internet Service Manger, you are saying: "I want to grant access to everyone except the IP addresses I will list below." By selecting Deny Access, you are saying: "I want to deny access to everyone except the IP addresses I will list below."

You can specify IP addresses individually or in groups by using a network ID and a subnet mask, both of which are defined below. You can also specify a domain or domain name system (DNS) name. Using a domain name, such as MyCompetitor.com, is convenient, but causes a reverse DNS lookup every time authentication in called for. This can affect the performance of your server.

DNS Lookups

A DNS lookup is a call to the DNS server to identify the domain name given and then provide the IP address for it. This IP address is returned to IIS and IIS uses it for IP address exclusion. This is a problem for performance.

There are two factors that affect performance. The first is the physical location of your DNS server. If it's on the other side of the world, the roundtrip used to get the IP address for IIS can take some time. If the DNS server is on the computer that is running IIS, the roundtrip is spared but the lookup still uses CPU and memory resources. The second factor is the sheer size of your network. If you have DNS names on your network, it's no big deal. If you have 450,000 DNS names on your network, the reverse lookup will take a while.

The Network ID and Subnet Mask

The network ID is a base IP address that is used to compare the IP addresses of incoming requests. The subnet mask is a number that specifies which bits of the network ID will be used in a bit-wise AND operation of IP addresses coming in. Got it?

Usually, the network ID is the IP address of a particular IP router. An IP router is a computer or other device that "knows" which IP addresses it services or routes to. When the network ID receives a request, it either passes the request to its node or says, "Nope, no one here by that name." Usually is the operative word here. The network ID structure for your company is one of those "job security" items in the realm of your network administrator¯if you need to know what particular network ID to use, you'll probably have to ask your network admin. To see the IP address, network ID, and subnet mask of your computer, type "ipconfig /all" at the command line.

The network IDS and subnet mask work like this: Suppose you have a group of IP addresses from your accounting department that you don't want to access your R&D site. You would use the Grant Access option to grant access to everyone, except the IP addresses you specified.

Let's say that the network ID for the accounting department is 172.21.13.45. In order to restrict every single IP address from that department, you would use the subnet mask 255.255.255.0. It's a bit like using wildcards and typing 157.112.189.* so that any IP address that starts with 172.21.13 will be excluded. Another way to think of it is, "Exclude the IP address range 172.21.13.0 to 172.21.13.255." If you were to use the subnet mask 255.255.0.0, then every IP address that starts 172.21 would be excluded. Note that the subnet mask is not an IP address.

How Network ID and Subnet Masks Really Work

IP addresses consist of four sets of 8 bits. Consequently, the IP address 172.21.13.45 would look like:

172.21.13.45   10101100.00010101.00001101.00101101

A subnet mask is used to "mask" the bit-wise comparison, which is a AND operation. The subnet mask's bit pattern acts like a screen that either allows or denies the bit comparison. For example, if you were to compare the Network ID above using the subnet mask 255.255.255.0 it would look like this:

Network ID   10101100.00010101.00001101.00101101

Subnet mask   yyyyyyyy.yyyyyyyy.yyyyyyyy.nnnnnnnn

Matching pattern  10101100.00010101.00001101.xxxxxxxx

Wherever there is an "n," the bit of the incoming IP address will not be compared. Where there is a "y," it will be. The result is that any IP address with the matching bit pattern will be excluded. The "x" in the matching bit pattern means "ignore this bit." By using really weird subnet masking, such as 255.107.0.0, you can exclude (or include) any range of IP addresses you want to.

Be careful with the subnet mask! If I had used the subnet mask 0.0.0.255, any IP addresses ending in 00101101 (45) would have been excluded. This represents 4,294,967,296 IP addresses. It's very important to know what subnet mask to use and to be sure that you are not granting access when you want to deny it.

SSL Mysteries

Secure Sockets Layer (SSL) is the most widely-used method of creating secure transactions on the Web today. Basically, the method uses public key cryptography to securely generate and exchange a commonly-held key, called the session key, that is used for symmetric encryption. The SSL features in IIS cannot be used until a server certificate has been obtained and bound to the Web site.

By binding, I mean that IIS associates the certificate with a particular IP address : port number combination. This combination might be "Any unassigned" : "Any unassigned", which can cover all of the possible Web sites your server can contain, or as specific as 172.21.13.45:80, which refers to a specific Web site.

As with all security issues, SSL can seem complex. For example, how should you bind the server certificate¯one certificate for each site or the same certificate for all sites? Do you require encryption? What bit-strength should you use? How can you back up your server certificate?

Server Bindings and Your Server Certificate

By default, IIS uses port 443 as the SSL port. You can, however, use any port you want for SSL. You can have many sites, each with a non-SSL port number and an SSL-port number. For example, you might have a site called ExampleSite. It might have port 90 as the non-SSL port and port 445 as the SSL-port. Users would enter http://www.ExampleSite.com to access the non-SSL version. To access the SSL version, they would use https://www.ExampleSite.com. They could also use the IP:port number: https://www.Example.com:445.

The "s" in https:// is very important because it tells the user's browser to use the SSL port. If you were to use http://www.Example.com:445, nothing would happen and the browser would keep cranking away but never produce anything. A similar thing would happen if you tried to use https with a non-SSL port, such as https://www.ExampleSite.com:90.

When you select "Any unassigned" as the IP allocation, the certificate is bound to all Web sites that have not previously had a server certificate bound to them¯even sites with assigned ports, such as the Default Web site and Administration Web site that are installed by IIS. If none of your sites have certificates assigned to them, then the certificate effectively binds to the WWW service. This is OK, and your server will function just fine.

Bit-Length and That Sort of Thing

When you are creating a certificate request and key pair with Key Manager and it asks you what key bit-length to use, it's asking for the bit-length of the server certificate's private key. This key is only known by the server. Different certification authorities (CAs) have different key-length capabilities. Check with the CA about the key-lengths available. It's advisable to select the longest bit-length available from your CA and by export restrictions. Typically, this is 1024-bit for domestic versions and 512-bit for export versions.

The key length that is under export restriction is the actual key used to encrypt and decrypt messages. In SSL, this is the session key and is restricted in export versions of IIS to a 40-bit length. Therefore, if you are using an export version of IIS, you will not be able to use 128-bit session keys. You can, however, still use 512-bit server private keys. Key-length can be set in the Secure Communications dialog box.

Requiring a Secure Connection

Two of the most frequently-asked questions with regard to secure connections are: "How can I have SSL on for one virtual directory and off for another?", and "If I don't have Require Secure Channel when accessing this resource enabled, is SSL working?"

Let me coin two terms here that will help answer these questions: SSL-enabled and SSL-required.

SSL-enabled means that users requesting resources on your server can do so using the https:// format. That is, they can establish a secure SSL connection with your server, but they're not required to. They can still use the http:// format for the resources over a non-encrypted connection. SSL is enabled as soon as you bind a server certificate to the site, or your WWW service.

SSL-required means that only SSL connections can be made for the resources—http:// will not work at all. This happens only when you select the Require Secure Channel when accessing this resource option in the Secure Communications dialog box.

The Require Secure Channel when accessing this resource option can be selected at the Master, site, virtual directory, or file level. However, as soon as you bind a server certificate to a site, every resource included in that site, that is all virtual directories and files, are SSL-enabled even if you have not selected the Require Secure Channel when accessing this resource option. All the Require setting does is force the users to establish an SSL connection.

The "One Certificate" Trick

Binding a server certificate at the Master Properties level using "Any unassigned IP address" and "Any unassigned port" will effectively bind the certificate to every Web site that has not previously been bound to a certificate. If this is your first server certificate, it means that it is effectively bound to the entire Web service. You can also do this by individually binding the same server certificate to each site.

The Easiest Way to Make Your Site Completely Unreachable

At this point, you may be wondering if you can set the Require Secure Channel when accessing this resource option at the Master Properties level. The answer is yes. Is this a good idea? Probably not. When you set Require Secure Channel when accessing this resource at the Master level, you are setting it for all sites, even those not bound to a server certificate and therefore not SSL-enabled. This means that the sites are now unreachable by your users. If they use the http:// format, they will be told that SSL is required for the resources. If they then use the https:// format, they will be told that the page cannot be loaded because there is no server certificate bound to the site. Basically, what happens is this: You need to use https://…. Oh, yeah, https:// doesn't work.

You can't configure SSL at the Master Properties level without a server certificate. IIS is smart enough to make you get one before you can set SSL at all. However, once you have a server certificate you can set Require Secure Channel when accessing this resource at the Master level, even for sites that do not have a certificate bound to them.

The trick here is to pay attention to the Inheritance Overrides dialog box that comes up when you choose Require Secure Channel when accessing this resource at the Master level. It will list all of your Web sites. Select only the ones that have a certificate bound to them.

Note   Setting anything at the Master Properties level should be done with caution, as the results can be propagated down to every site, virtual directory, and file for the WWW service. SSL is no exception to this. I would strongly suggest that SSL be set at the site or virtual directory level only, and not at the Master level. It's too easy to inadvertently make your entire Web server unavailable to users. Also, setting SSL at the Master level means that every single https request will be encrypted. This can significantly affect the performance of your server.
Secure Sockets Layer (SSL) 

IIS supports SSL version 3.0. SSL provides a security handshake that is used to initiate a TCP/IP connection, such as the communication between a Web browser and a Web server. SSL provides privacy, integrity, and authentication in a private point-to-point communications channel. A browser and server, with mutual authentication, can agree upon a level of security to use. SSL also provides for selectable encryption and decryption of both request and response data being passed across network connections, such as credit card information in a shopping-payment scenario.

Spontaneous communication on a worldwide basis is possible because SSL uses de facto world standard cryptography from RSA, which Microsoft is shipping in every operating system and copy of Internet Explorer. Microsoft has proposed extensions to WinSock 2 in order to accommodate SSL as well as PCT and TLS. The goal is to make implementing an SSL-enabled application as easy as possible while still providing an adequate amount of flexibility. An application that uses these WinSock 2 extensions should be just as secure as one that implements the protocol internally.

SSL always provides authentication of the server, because if an SSL session is established, the server always provides a digital certificate to the client. Digital certificates are similar to an electronic license or notarizing a document, because they let both sides confirm that they are talking with the server name that is being claimed. The browser will check the server name against the certificate and alert the user if they are different.

SSL Certificates and Keys

Digital certificates and key pairs are a form of digital identification for user

authentication. Certificate Authorities (CAs), such as VeriSign and Thawte, issue

certificates. A client or server certificate includes the name of the issuing

authority and digital signature, the serial number, the name of the client or server

that the certificate was issued for, the public key, and the time stamps that indicate the certificate’s expiration date.
A CA also provides a trusted CA certificate to verify that a client or server

certificate originated from the CA. This certificate also can verify that a certificate

revocation list (CRL) originated from the CA. This CA certificate includes the CA

distinguished name, public key, and digital signature.

The CSS require certificates and keys for:

• SSL termination - You must obtain a server certificate and key.

• SSL initiation - You must obtain a client certificate and key.

• Client authentication - You must obtain a trusted CA certificate from the CA

to verify that the client certificate and certificate revocation list (CRL) were

issued by the CA.

Before configuring SSL termination, client authentication, or SSL initiation, you

must load a digital certificate on the CSS disk (flash disk or hard disk). For SSL

termination or SSL initiation, you must also load a public/private key pair on the

CSS. The CSS stores digital certificates and key pairs in encrypted files in a secure

area on the CSS.

For server and client certificates, you can use files received from a CA, import the

certificate and keys from an existing secure server, or generate your own

certificate and keys on the CSS. The CSS supports the generation of certificates

and keys directly within the CSS for purposes of testing. Your requirement to use

generated certificates and keys instead of certificates and keys from a trusted

authority depends on your environment. For example, the use of the CSS and SSL

for a company’s internal website may not require the use of certificates from a

trusted CA. A certificate and key pair generated within the CSS may be sufficient

to satisfy the intranet SSL requirement.

After you import certificates or key pairs on the CSS, you must associate them to

filenames. You will use these filenames when you configure SSL termination,

client authentication, or SSL initiation.
Certificates and Public Keys

Certificate Services is one foundation for the Public Key Infrastructure (PKI) that provides the means for safeguarding and authenticating information. The relationship between a certificate holder, the certificate holder's identity, and the certificate holder's public key is a critical portion of PKI.

The public/private key pair

Public key infrastructure (PKI) requires the use of public/private key pairs. The mathematics of public/private key pairs is beyond the scope of this documentation, but it is important to note the functional relationship between a public and a private key. PKI cryptographic algorithms use the public key of the receiver of an encrypted message to encrypt data, and the related private key and only the related private key to decrypt the encrypted message. 

Similarly, a digital signature of the content, described in greater detail below, is created with the signer's private key. The corresponding public key, which is available to everyone, is used to verify this signature. The secrecy of the private key must be maintained since the framework falls apart once the private key is compromised.

Given enough time and resources, a public/private key pair can be compromised, that is, the private key can be discovered. The longer the key, the more difficult it is to use such brute force to discover the private key. In practice, sufficiently strong keys can be used to make it unfeasible to determine the private key in a timely manner, making the Public Key Infrastructure a viable security mechanism.

A private key may be stored, in protected format, on a disk, in which case it can only be used with the specific computer unless it is physically moved to another computer. An alternative is to have a key on a smart card that can be used on a different computer provided it has a smart card reader and supporting software. Windows 2000/Windows XP supports both the moving of keys as well as the use of smart cards.

A digital certificate's subject's public key, but in the subject's private key, is included as part of the certificate request (hence, a public/private key pair must exist before making the certificate request). That public key becomes part of the issued certificate.

The Certificate Request

Before a certificate is issued, a certificate request must be generated. This request applies to one entity, for example, an end-user, a machine, or an application. For discussion, assume that the entity is yourself. Details of your identity are included in the certificate request. Once the request is generated, it is submitted to a certification authority (CA). The CA then uses your identity information to determine if the request meets the CA's criteria for issuing a certificate. If the CA approves the request, it issues a certificate to you, as the entity named in the request.

The Certification Authority

Before issuing your certificate, the CA verifies your identity. When the certificate is issued, your identity is bound to the certificate, which contains your public key. Your certificate also contains the CA's digital signature (which can be verified by anyone who receives your certificate).

Because your certificate contains the identity of the issuing CA, an interested party that trusts this CA can extend that trust to your certificate. The issuance of a certificate does not establish trust, but transfers trust. If the certificate consumer does not trust the issuing CA, it will not (or at least should not) trust your certificate.

A chain of signed certificates allows trust to be transferred to other CAs as well. This allows parties who use different CAs to still be able to trust certificates (provided there is a common CA in the chain, that is, a CA that is trusted by both parties).

The Certificate
In addition to your public key and the identity of the issuing CA, the issued certificate contains information about the purposes of your key and certificate. Furthermore, it includes the path to the CA's list of revoked certificates, and it specifies the certificate validity period (beginning and ending dates).

Assuming the certificate consumer trusts the issuing CA for your certificate, the certificate consumer must determine if the certificate is still valid by comparing the certificate's beginning and ending dates with the current time and by checking that your certificate in not on the CA's list of revoked certificates.

The Certificate Revocation List

Assuming the certificate is being used in a valid time period and the certificate consumer trusts the issuing CA, there is one more item for the certificate consumer to check before using the certificate: the certificate revocation list (CRL). The certificate consumer checks the CA's CRL (the path to which is included as an extension in your certificate) to make sure your certificate is not on the list of certificates that have been revoked. CRLs exist because there are times when a certificate has not expired, but it can no longer be trusted. Periodically, the CA will publish an updated CRL. Certificate consumers are responsible for comparing certificates to the current CRL before considering the certificate trustworthy.

Your Public Key Used for Encryption

If a sender wants to encrypt a message before sending it to you, the sender first retrieves your certificate. After the sender determines that the CA is trusted and your certificate is valid and not revoked, the sender uses your public key (recall it is part of the certificate) with cryptographic algorithms to encrypt the plaintext message into ciphertext. When you receive the ciphertext, you use your private key to decrypt the ciphertext.

If a third party intercepts the ciphertext email, the third party will not be able to decrypt it without access to your private key.

Note that the bulk of the activities listed here are handled by software, not directly by the user.

Your Public Key Used for Signature Verification

A digital signature is used as confirmation that a message has not been altered and as confirmation of the message sender's identity. This digital signature is dependent on your private key and the message contents. Using the message as input and your private key, cryptographic algorithms create the digital signature. The contents of the message are not changed by the signing process. A recipient can use your public key (after checking your certificate's validity, issuing CA, and revocation status) to determine if the signature corresponds to the message contents and to determine if the message was sent by you.

If a third party intercepts the intended message, alters it (even slightly) and forwards it and the original signature to the recipient, the recipient, upon examination of the message and signature, will be able to determine the message is suspect. Similarly, if a third party creates a message and sends it with a bogus digital signature under the guise it originated from you, the recipient will be able to use your public key to determine that the message and signature do not correspond to each other.

Non-repudiation is also supported by digital signatures. If the sender of a signed message denies sending the message, the recipient can use the signature to refute that claim.

Note that the bulk of the activities listed here are also handled by software, not directly by the user.

Microsoft Certificate Services Role

Microsoft Certificate Services has the role of issuing certificates or denying requests for certificates, as directed by policy modules, which are responsible for ensuring the identity of the certificate requester. Certificate Services also provides the ability to revoke a certificate, as well as publish the CRL. Certificate Services can also centrally distribute issued certificates, such as to a directory service. The ability to issue, distribute, revoke and manage certificates, along with the publication of CRLs, provides the necessary capabilities for public key infrastructure.
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